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The big questions in Pop III and 
first galaxies

What is the mass function of Pop III stars?

How does feedback from Pop III affect the next 
generation?

Can the conditions for direct collapse to black holes be 
maintained? (critical J21?)

If so, what are the masses of these BHs? Are they in 
binaries?



Stitching together the multi-scale 
problem

Sometimes a two-tier approach is best!
1318 A. Stacy, V. Bromm and A. T. Lee

Figure 5. Density slice along the simulation x–y plane of the central 104 au (top row) and 1000 au (bottom row). From left to right, structure is shown at 1000,
2000, and 5000 yr. The early elongated structure gradually collapses into two distinct clumps by 1000 yr. The blue asterisk marks the location of the largest
sink. Black diamonds represent other secondary sinks. The blue plus sign marks the first sink to form in the secondary clump, where its initial large separation
from the other sinks is most visible in the top-left panel. These later merge into a larger disc structure after 2000 yr.

both models converge to similar values, implying that the overall
long-term evolution of the disc will be similar in either case.

For our given protostellar model, the onset of radiative feedback
coincides with a period of rapid accretion on to the main sink, trig-
gered as the two separate clusters of sinks approach each other. As
a result, the protostar’s LW photon luminosity quickly grows from
∼ 1044 to 1048 s−1 (Fig. 6). At this point, the dissociating radiation
causes a shell of particles around the sink to undergo a transition
from molecular to atomic. Their corresponding adiabatic index γ

transitions from ∼ 7/5 to ∼ 5/3. Along with molecular dissocia-
tion, this gas also undergoes heating from ∼ 1000 to !5000 K.
As discussed in Susa (2013), the dissociation through LW radiation
allows for H2 formation heating to occur without the associated
cooling through collisional dissociation, increasing the gas tem-
perature. This combination of processes generates a pressure wave
which travels outwards from the sink (Fig. 8), corresponding to a
boost in pressure from about 1 to 10 dyn cm−2, initially occurring
at a distance of ∼ 10 au.

The smoothing length of the boosted particles is h ∼ 1014 cm,
and their mass is 1.2 × 1030 g. From this, we may estimate that the
dissociated particles experience an acceleration boost:

aboost ∼ "P h2

msph
(43)

∼
!
10 dyn cm−2

" !
1014 cm

"2

1.2 × 1030 g
∼ 0.1 cm s−2 . (44)

In comparison, the gravitational acceleration is somewhat smaller:

agravity ∼ GM∗

r2
∼ G 10 M⊙

(10 au)2 ∼ 0.06 cm s−2 . (45)

Over the 10 yr period during which this boost initially occurs, we
thus find that atotal ∼ aboost − agravity ∼ 0.05 cm s−2. This accelerates
the particles to a distance of roughly d ∼ 1

2 0.05 cm s−2 (10 yr)2 ∼
2.5 × 1015 cm ∼ 160 au. This compares well with the simulation
results (Fig. 8), as the pressure wave does indeed reach distances of
100 au within this time period.

This early acceleration easily increases the velocity of the pres-
sure wave to " 100 km s−1 within a few years. In comparison, the
escape velocity from the 15 M⊙ sink ranges from ∼ 40 to 10 km s−1

over distances of 10–100 au. The high velocity of the pressure wave
thus allows it to coast unhindered by gravity, reaching distances
of several thousand astronomical units within a few hundred years
(Fig. 9). This greatly slows the mass growth of the disc and sinks
even before the development of an H II region.

5.2 I-front breakout and evolution

The I-front first appears 3200 yr after the main sink forms. Its
subsequent evolution is shown in Fig. 4. From 3200 to 5000 yr the
I-front expands from " 100 au to ∼ 200 au, while the mass of the
ionized region fluctuates around 10−2 M⊙. The thermal, radiation,
and ram pressures at 4000 yr are compared in Fig. 10. Here, we
estimate ram pressure as Pram ∼ (1/2)ρv2, where v is the velocity
relative to the main sink. Pram is greater than Ptherm and similar to
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Figure 10. Pressure versus density at 3000 yr after the sink formation.
Thermal pressure Ptherm is denoted with black dots. Diffuse and direct
radiation pressure (Prad, diff and Prad, dir) are shown with blue and red dots,
respectively. Dots are enlarged for ionized particles. Average ram pressure
Pram is shown with the green line, while green dots show Pram for individual
ionized particles. For comparison, dashed and dotted black lines show n5/3

and n1 power laws, respectively. Note how the gas follows a Ptherm ∝ n
relation, but with a higher normalization for hotter gas. Three separate gas
phases – cool molecular, warm neutral, and hot ionized – are apparent in the
thermal pressure. For the neutral gas, Prad, dir is set to zero while Prad, diff
is negligible, as shown by the lower blue dots. Within the densest ionized
gas, both Prad, diff and Prad, dir are similar to Ptherm (large upper blue, red
and black dots). As the I-front expands to lower densities, radiation pressure
will decline more rapidly than thermal pressure such that Ptherm will again
dominate at n ! 107 cm−3.

but no surviving secondary sinks within the five minihaloes studied
at 30 au resolution. In their work, any fragments instead rapidly
migrate on to the central sink before they can further condense.
We note that due to their limited resolution, any secondary sink

formation within 30 au of the central sink would be missed. In
summary, the rate of sink formation in our minihalo is thus rapid,
but similar to that found in the previous highest resolution simula-
tions. Differences in formation rate likely stem from difference in
resolution scale along with statistical variation between minihaloes.
Given that other simulations of similar resolution also find greater
numbers of Pop III stars forming per minihalo, variation in numeri-
cal techniques may be a factor as well, and this should be examined
in future work.

Our sink merger rate is also high, with roughly 70 mergers occur-
ring within the first 2000 yr. The simulation of Greif et al. (2012)
explored primordial star formation with an extremely high spatial
resolution of 0.05 R⊙. Over the 10 yr simulated, approximately
one out of three protostars survived to the end of the simulation.
Interestingly, we find a similar trend over the first 2000 yr, where
a total of 102 sinks formed, but only 37 remained while the rest
were lost to mergers – a survival rate of ∼ 36 per cent. This is high
compared to Hosokawa et al. (2016), who at 30 au resolution found
a zero survival rate. Our high resolution allows us to resolve close
encounters in which a fraction of the sinks survive.

After t = 2000 yr, the value of nsurv remains roughly constant at
∼ 40, with new sinks formed balancing out sinks lost to mergers
(Fig. 13). Both the sink formation and merger rate decline after
2000 yr. We estimate ṅform to be 5×10−2 yr−1 and ṅmerge to be
3×10−2 yr−1 over the initial 2000 yr. Afterwards, these rates both
drop to ṅform ∼ ṅmerge ∼ 2×10−2 yr−1. This coincides with the time
when the warm neutral medium reaches the disc radius of 2000
au and the disc mass stabilizes at 120 M⊙, as well as when the
total sink mass becomes more steady at ∼ 75 M⊙. Secondary sinks
experience a variety of orbits before merging with a larger sink,
exhibiting orbital radii that range from ! 1 to ∼ 1000 au prior
to the merger event. In addition, some secondary sinks initially
form at distances <30 au from other sinks, demonstrating the small
resolution scales necessary to resolve all protostar formation and
mergers.

We may estimate the expected merger time-scale by consider-
ing the time over which pressure and gravitational torques operate,

Figure 11. Ionization fraction of central 1000 au of gas around first sink at 4000 and 5000 yr. Asterisks denote the location of the main sink. Green diamonds
are secondary sinks. Blue lines denote density contours at n = 1010, 3 × 1010, 1011, and 3 × 1011 cm−3. Arrows in left and right-most panels indicate the
direction and magnitude of aion, dir. The confined H II region fluctuates in size and orientation as the density structure around the protostar evolves.
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Figure 2. Number of dark matter halos that host star-forming gas clouds.
The histogram shows the distribution of redshifts when the central gas density
reaches ∼106 cm−3. The histograms are colored according to the virial masses
using the color scale displayed at the top.
(A color version of this figure is available in the online journal.)

SPH cosmological simulations to follow the formation of the
primordial gas clouds that gravitationally collapse in the center
of dark matter halos. The histogram in Figure 2 shows that our
sample of 110 dark matter halos has a wide range of masses
Mvirial = 105–106 M⊙ distributed over redshifts z = 35–11,
most of which are at z = 20–15. Figure 3 shows an example of
the resulting gas density concentrations arising in five such dark
matter halos together with insets of their zoomed-in structure,

Table 2
Evolutionary Paths

Path Ṁ Nsample
(M⊙ yr−1)

P1 KH Contracting protostar <0.004 67
P2 Oscillating protostar >0.0041 31
P3 Supergiant protostar >0.042 12

Notes. Column 2: accretion rate for each path, and Column 3: the
number of stars in our sample.
References. (1) Omukai & Palla 2003; (2) Hosokawa et al. 2012a.

represented by white circles corresponding to 1 pc. As expected,
the five clouds have different structures of density, velocity, and
temperature. The resulting stellar masses are also different as
indicated in the figure.

After the formation of a protostellar core at the center of
the collapsing cloud, we switch to the 2D RHD calculations
for each individual dark matter halo and follow the evolution
during the later accretion stages. Figure 4 shows snapshots from
three of our examined cases, which exemplify the three different
evolutionary paths (P1, P2, and P3). We see that in each case
a bipolar Hii region forms (Figure 4(a)), which subsequently
grows at varying rates as the stellar mass increases. The mass
accretion onto the protostar is finally shut off by the strong UV
radiative feedback caused by the dynamical expansion of the Hii
region (Figure 4(c); see also Hosokawa et al. 2011). Figure 5
shows the distribution of the final stellar masses obtained in
our simulations (a summary is given in Table 2). We see a
large scatter of resulting stellar masses, ranging from 9.9 M⊙

Figure 3. Projected gas density distribution at z = 25 in one of our cosmological simulations. We show five primordial star-forming clouds in a cube of 15 kpc on a
side. The circles show the zoom-in to the central 1 pc region of the clouds at the respective formation epoch. The masses of the first stars formed in these clouds are
60, 76, 125, 303, and 343 M⊙, respectively.
(A color version of this figure is available in the online journal.)
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(a) (b) (c)

Figure 4. Expanding H ii regions around the primordial protostar for three in our sample of 110 clouds (the same ones as in Figure 12). We show the structure and
the evolution of the accreting gas from left to right. The plotted regions are cubes with 60,000 AU on a side. The colors indicate gas temperature and the contours
show the density structure. The main accretion takes place through the accretion disk on the equatorial plane. As the central protostar becomes more massive and the
surface temperature increases, the ionizing photon production of the central star increases. H ii regions are launched into the polar direction and the opening angles
grow with time, eventually stopping the accretion.
(A color version of this figure is available in the online journal.)
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Figure 5. Final distribution of the calculated stellar masses for our 110 first stars.
The red, blue, and black histograms represent the different paths of protostellar
evolution: P1: KH contracting protostar (red), P2: oscillating protostar (blue),
and P3: supergiant protostar (black). See the text in Section 2.2.1 for details.
P1hd refers to the cases in which the gas clouds are formed by HD cooling
and evolve on low-temperature tracks. P3p (predicted) indicates the same cases
as P3, except that the final masses are calculated from a correlation between
the properties of the cloud and the resulting stellar mass (Equation (13); see
Appendix B).
(A color version of this figure is available in the online journal.)

to 1621 M⊙. However, the bulk of them are distributed around
several tens or a few hundreds of solar masses. We study the
origin of this distribution in Section 4 in detail. Here we merely
note that the distribution of stellar masses does not mirror the
distribution of dark matter halo masses.

3.2. Evolution in the Early Collapse Stage

3.2.1. Runaway Collapse of the Clouds

In this section we describe the early evolution of the star-
forming clouds up to the moment when a central hydrostatic
core is formed by considering the fate of nine representative
cases. Figure 6 shows that the gravitational collapse of a pri-
mordial cloud proceeds in the well-known self-similar man-
ner. The cloud has a central collapsing core and a surrounding
envelope during the collapse. Where the collapsing core has an
approximately homogeneous density distribution, the envelope
develops a power-law profile, nH ∝ R−2.2 (e.g., Omukai & Nishi
1998; Ripamonti et al. 2002). Figure 6 also shows the radially
averaged density profiles in the nine different clouds at the time
when the central density reaches 1012 cm−3. We see that densi-
ties at the same radial distance can differ among the clouds by
more than a factor of ten. The variation of the density structure
is attributed to the different thermal evolution during the col-
lapse (see Section 3.2.2). Some bumps in the density profiles
indicate the presence of neighboring density peaks, large disk-
or bar-like structures, or fragmented clumps in the collapsing
clouds. We discuss these cases further in Section 5.2.2.
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Stitching together the multi-scale 
problem

• Resolution
• Chemistry
• Sink particles
• Radiative transfer
• Magnetic fields



Resolution, resolution, 
resolution…  :-/

•  Currently very few resolution studies in Pop III star formation: 
•   How much ‘turbulence’ is there in minihalos?  
•   Does this depend on the DM resolution as well? 

•   In principle this is easy to do with grid codes, tricker with particle-
based codes

ric features. Eventually, the gas in one of the spiral
arms became locally unstable and started to
collapse, forming a second protostar at a distance
of roughly 20 AU from the primary. The mass of
the central protostar at this point was only 0.5M⊙.

The surface density remained roughly con-
stant as the disk grew, with the temperature behav-
ing in a similar fashion, and thus the ability of the
disk to transport angular momentum remained
the same as the disk grew. This can be seen by
considering the Toomre Q parameter (Fig. 2),
which provides a measure of the gravitational
instability of the disk. For high Q, the disk is
stable, whereas for values around 1, the disk is
formally unstable to fragmentation. As the disk
grew, the value of Q remained around 1 in the
outer regions, and so the dynamics of the disk
were dominated by gravitational instabilities.

Figure 3, which shows the accretion rate
through the disk and envelope as a function of the
radius from the central protostar, helps to explain
why the disk became so unstable. The accretion
rate through the diskwas considerably lower than
the rate at which material was added to the disk.
If one assumes a simple a-disk model (12), then
the disk accreted with an effective a between 0.1
and 1, which is typical for gravitational torques in
strongly self-gravitating disks (13). Although this
is an efficientmechanism for transporting angular
momentum, it was nevertheless unable to process
the material in the disk quickly enough before
more was added from the infalling envelope. As
a result, the disk grew in mass, became gravi-
tationally unstable, and ultimately fragmented.

For a region of the disk to form a new star, it
must be able to rid itself of the heat generated as it

Fig. 1. Density evolu-
tion in a 120-AU region
around the first proto-
star, showing the buildup
of the protostellar disk
and its eventual fragmen-
tation.We also see “wakes”
in the low-density regions,
produced by the previous
passage of the spiral arms.

Fig. 2. Radial profiles of the disk's physical properties, centered on the first protostellar core to form. The
quantities aremass-weighted and taken froma slice through themidplane of the disk. In the lower righthandplot,
we show the radial distribution of the disk's Toomre parameter,Q= csk/ pGS, where cs is the sound speed and
k is the epicyclic frequency. Beause our disk is Keplerian, we adopted the standard simplification and replaced
k with the orbital frequency. The molecular fraction is defined as the number density of hydrogen molecules
(nH2), divided by the number density of hydrogen nuclei (n), such that fully molecular gas has a value of 0.5.
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Fig. 7.— The formation of a protostellar cluster at the center of the minihalos using standard sink particles. The panels show the density-
squared weighted number density of hydrogen nuclei projected along the line of sight. Black dots and crosses denote protostars with masses
below and above 1M⊙, respectively. The process of initial disk formation and fragmentation is remarkably similar in all minihalos (see also
Clark et al. 2011b), after which N-body effects become important and lead to relatively unique configurations. For example, in simulation
MH-4 dynamical interactions have led to the ejection of a low-mass protostar after only ≃ 50 yr. This occurs significantly later in the other
four minihalos.
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SPH with ‘particle splitting’ Arepo (unstructured AMR)

Clark et al. 2011 Greif et al. 2011

3956 G. Chiaki and N. Yoshida

Figure 1. We compare the isotropic particle splitting scheme (left) and
our new scheme based on the Voronoi diagram (right) in two dimension.
In the left-hand panel, the central particle (blue point) is split into seven
daughter particles (red points) distributed within the smoothing length of
the parent particle (orange shaded region). In the right-hand panel, the
daughter particles are placed within the Voronoi cell of the central particle
(blue shaded region).

distance ldaughter = 1.5 hparent/131/3 from the central particle. One of
the daughters is located at the same coordinate as the parent, and
the angular orientation of the 12 daughters is randomly determined.
Since there are, by definition, Nngb particles within hparent, it can
happen that a daughter particle is placed very close to one of the
neighbouring particles by chance. This can result in significant over-
estimation of the local density. Also the fine anisotropic structures
with sizes less than ∼hparent tend to be smoothed out by imposing
the spherical distribution on the daughter particles. Fig. 1 illustrates
an example particle distribution. The left-hand panel shows the two-
dimensional coordinates of the daughters generated by the central
coarse particle. After splitting with a random angle orientation, sev-
eral daughters (red dots) happen to be close to neighbours (black
dots) within the smoothing kernel (orange-shaded region). In addi-
tion, daughters distributed in the originally underdense region can
spuriously boost the local density estimate.

The density perturbations would be mitigated or would cause
only local effects if the daughter particles are placed in the region
dominated essentially by a single parent particle. Along this idea,
Martel, Evans & Shapiro (2006, hereafter MES06) present a method
in which the daughter particles are placed on the vertices of the cube
centred at a target parent particle with the cube side-length being
the half interparticle distance. We here explore yet another, and an
elegant space partitioning method based on the Voronoi tessellation.
A Voronoi cell is defined as a set of the points closest to each parti-
cle. The right-hand panel of Fig. 1 illustrates our scheme of particle
splitting in two dimensions. The daughter particles (red dots) are
distributed within a Voronoi cell (defined by the black lines). They
are expected to reproduce the original density structure of the coarse
parent particles. A nice feature of the method is that the refinement
can be done in a systematic manner for the given distribution of
the original coarse particles. A number of advantages of using the
Voronoi tessellation have been shown in previous studies. For ex-
ample, a moving mesh code AREPO (Springel 2010) and a mesh-free
code GIZMO (Hopkins 2015) implement the particle refinement based
on the Voronoi tessellation.

In this paper, we first apply the particle splitting based on the
Voronoi diagrams to SPH simulations. We examine how our method
improves the effective resolution while preserving original density
structures, compared with a conventional splitting method of KW02
by several tests. As a realistic application, we perform simulations

of gravitational collapse of a primordial gas cloud with two splitting
methods.

2 SP L I T T I N G M E T H O D

We construct the Voronoi diagram as follows. In our scheme, the
Voronoi cell for each particle is obtained. We set a cube of size
2lcube centred at a target parent particle as a first trial Voronoi cell.
The cube is then cut by a perpendicular bisector of a line segment
which connects the central particle and each particle in the cube.
After the cube is cut by all the bisectors, we obtain the Voronoi
cell. Let us call this procedure the facet-cut algorithm. Initially, the
cube size is set as lcube = hparent. Particles outside the initial cube
but closer to the central particle than 2lmax can define the final shape
of the Voronoi cell, where lmax is the maximal distance between
the central particle and the vertices of the Voronoi cell. If lmax is
larger than lcube/2, we enlarge the initial cube and repeat the facet-
cut algorithm. This algorithm scales as O(Nsp log Nsp)–O(N2

sp) for
the number of split particles Nsp, with a weak dependence on the
distribution of the particles.

There are various possibilities to determine the coordinates and
mass of the daughter particles. Basically, the daughter particles of
a single parent are desired to be well separated to each other and
to have a nearly equal mass. Fig. 2 shows an example set of the
daughter particles. We split the Voronoi cell of the central parent
particle (blue dot) into small subcells defined by the blue dotted
lines. A subcell corresponds to each Voronoi vertex. A daughter is
then placed at the centre of mass of each subcell. In this way, we
can realize an approximately equal mass distribution of the daughter
particles.

We extend the above procedure to three-dimensional cases. Fig. 3
illustrates our procedure. We begin with the configuration given in
panel (a). We first draw a boundaries of subcells on each Voronoi
plane by the blue dotted line between the two points P and E, where
P is the centre of mass of the Voronoi plane, and E is the middle
point of the Voronoi edge. We then define the base planes of the sub-
cell corresponding to a vertex vi as the orange coloured region. The
whole shape of the subcell is defined as the polyhedron surrounded

Figure 2. Two-dimensional illustration of the coordinates of daughter par-
ticles (red dots) around the parent particle (blue dot). A daughter is on the
centre of mass of a subcell defined by a blue dotted line which connects the
parent and the middle point of each Voronoi edge. The plot is a zoom-in to
the central portion of the right-hand panel in Fig. 1.
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nH ∼ 106 cm−3 where the emission lines of HD molecules are
optically thick, and at ∼108 cm−3 where the gas heating by H2

molecular formation via the three-body reactions is dominant. The
right-hand panels of Fig. 8 show that the bar-like structure has
developed in VORO while the central region appears smooth and
spherical in SPHERE. Clearly, details of splitting method affect the
evolution of the global structure such as spiral arms and also the
fragmentation of the cloud core.

We suspect from the tests GRAD and BB79 that the anisotropic
density structure in the primordial collapsing gas is smoothed by
the isotropic distribution of daughter particles. In a warm gas cloud
with large cT such as a primordial gas cloud, the length lρ cannot
be resolved by hparent ∝ cTR−1/3

cr (Gρ)−1/2 even though the Jeans
criterion with Rcr = 1000 is satisfied. To avoid the isotropic dif-
fusion of density structures in a warm gas where cT ! 1 km s−1,
we should impose a severer Jeans criterion with larger resolu-
tion threshold Rcr such that lρ can be resolved by the coarse
particles with the conventional splitting method (see Section 5).
Our method overcomes this problem by distributing the fine parti-
cles within an interparticle distance from the parent, which short-
ens the effective resolution of the gas particles. Therefore, it is
not necessary to have severer criteria for splitting than the Jeans
criterion.

5 D ISCUSSION

We have developed a novel method for particle splitting in SPH
simulations based on the Voronoi diagram (VORO). Our series of
tests show that the new method preserves well the original density
structure before splitting, while achieving an effectively high resolu-
tion. The density perturbations induced by the splitting are reduced
by a factor of 2 compared with the conventional splitting method
(SPHERE). We have found that similar improvements are achieved
by another particle splitting method of MES06 (CUBE hereafter),
where daughters are distributed within a distance hparent/8 (≃λp/4)
from their parent. In the test GRAD, the density profile is similar to
VORO. Only the slight bump appears at the splitting point over the
length-scale ∼λp. In the test BB79, the morphology and the density
profile is similar to runs SPHERE and VORO. The density deviation
just after the splitting is better than VORO. The maximal and minimal
densities relative to the average density of 1000 particles first split
are 1.91 and 0.68, respectively. The root mean square of the density
is 1.03.

In the case of a contracting primordial gas cloud, where the gas
no longer evolves isothermally, the temperature deviates along with
the density perturbation generated by the particle splitting as Fig. 7
shows. Some particles are overcooled and might trigger the artificial
fragmentation by their small pressure, but this would not be in the
case. Fig. 10 shows the spatial distribution of the SPH particles on
the isodensity surface with nH = 103 cm−3. We divide the gas par-
ticles into hot (orange) and cool (blue) components, respectively,
above and under the white line in Fig. 7. The blue dots indicate the
overcooled gas. If the overcooled gas particles cluster, they might
trigger the fragmentation by their small pressure. However, the cool
gas particles apparently scatter in all directions for SPHERE (upper
panel). For VORO, although the cool component appears to cluster
at longitude 180◦, where a spiral arm lies, the hot gas particles are
also in the arm region and would prevent the collapse of the cool
component. The local perturbations of temperature and density trig-
gered by the particle splitting would not affect the gas fragmentation
irrespective of the splitting methods.

Figure 10. Distribution of the SPH particles above (orange) and below
(blue) the white line in Fig. 7 on the isodensity sphere with nH = 103 cm−3

for the splitting methods of the previous (top) and this work (bottom).

Figure 11. Distribution of the Toomre Q parameter in the disc from the
face-on view for runs SPHERE (left), CUBE (middle) and VORO (right) in the
same region as the middle panels of Fig. 8. The Q parameter is smallest at
the white squares in the spiral arms.

On the other hand, the global density structure such as spiral
arms and bars can affect the gravitational stability of the gas. As
seen in Fig. 8, the high-density region remains strongly elongated
in VORO run. Although the long-time evolution of the spiral arms
is not followed in our simulations, we can derive a reasonable
estimate on whether or not the disc is stable by calculating the
Toomre Q parameter Q = 2#cT/πG$, where $ is the column
density in each part on the disc. Fig. 11 shows the distribution of
Q parameter. Clearly, the value of Q is small along the spiral arms
and is the smallest at the point indicated by the white square in each
panel: Qmin = 0.59 for SPHERE and 0.41 for VORO. We have also
performed the collapse simulation with the splitting method CUBE.
The distribution of Q parameter is shown in the middle panel of
Fig. 11. The elongation of the central core is slightly smaller than our
method VORO. The inner structure of the spiral arms is resolved as
well as VORO, but the density structure appears slightly more diffuse.
This is likely because of the nature of the method of CUBE, where
the daughter particles are distributed on the vertices of the cube
around a parent, and the original density structure formed by parent
particles are slightly smoothed in the directions both perpendicular
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Streaming velocities can boost 
turbulence in the minihalos

• ‘Streaming velocities’ can alter the 
picture slightly 

• Greif et al. (2011 ) found a  Δz ~ 4 
delay with a streaming velocity of 
3km/s 

• Increases the halo mass by factor 
of 3 

• Sets a lower mass on the halo 
mass (Maio et al. 2011) 

• Can also inject turbulent motions 
into the halos

The Astrophysical Journal, 736:147 (5pp), 2011 August 1 Greif et al.
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Figure 1. Comparison of three statistically independent minihalos with no streaming velocity (top panels), and with an initial streaming velocity of 3 km s−1 applied
at z = 99 from left to right (middle and bottom panels). We show the density-squared weighted gas temperature projected along the line of sight when the hydrogen
density in the center has just exceeded nH = 109 cm−3 (top and bottom panels), and when the streaming case has evolved to the same redshift as the no-streaming case
(middle panels). In the presence of streaming velocities, the effective Jeans mass of the gas is increased. The underlying DM halo therefore becomes more massive
before the gas can cool, which delays the onset of collapse. We also find that virial shocks are more pronounced in the direction of the incoming streaming flow than
in other directions. Nonlinear effects of this sort may result in a higher velocity dispersion of the gas (see also Figure 4).
(A color version of this figure is available in the online journal.)

greater than 1.5 km s−1 at z = 99, which we consider a lower
limit for the above delay to be significant, may be found by
integrating the above function from σ/2 = σ1d

√
3/2 to infinity,

which yields approximately 0.86. This shows that our results
may be considered representative for most of the volume of the
universe.

The cosmological number density of minihalos hosting
Pop III stars may then be estimated using the Sheth–Tormen
(Sheth et al. 2001) mass function:

nmh(z) =
! Mmax

Mmin

nst(M, z) dM, (4)

where we set Mmin = 1.5×105 M⊙ for the case of no streaming
velocities and Mmin = 5 × 105 M⊙ for the case of a universal
1σ streaming velocity, representing the factor of ≃3 increase in
minimum halo mass. The resulting number densities should be
considered upper limits, since not every halo at the low-mass end

forms a Pop III star. We set Mmax = 108 M⊙, but note that our
results are not sensititive to this parameter, since massive halos
are rare. As shown in Figure 5, the number of minihalos that
cool and form stars is reduced by up to an order of magnitude in
the presence of streaming velocities. Such a large effect implies
that streaming velocities should be taken into account when the
influence of the first stars on observables is investigated.

4. DISCUSSION

We have found that supersonic streaming velocities between
the DM and gas substantially delay the onset of gravitational
collapse in minihalos. The virial mass required for efficient
cooling is increased by a factor of ≃3, which results in
an average delay of Pop III star formation by ∆z = 4.
Streaming velocities also enhance the buildup of turbulence
during runaway collapse, which could affect the fragmentation
of the gas and hence the mass function of the first stars.

3

Greif et al. 2011



The chemistry… Be careful!

Primordial star formation 3

Figure 2. Spherically averaged radial profiles of the 8 simulations taken at roughly the same peak density. Upper left is the the total
density in g cm−3, upper right is the temperature in K, middle left the accretion rate in M⊙/yr, middle right is the radial velocity in km
s−1, bottom left the total energy density in erg/g and bottom right the rotational velocity in km s−1. Note that radial and rotational
velocities have been evaluated subtracting the bulk velocity (for details see (Latif et al. 2013a)).

Figure 3. The slices for the density (left columns), temperature (second columns) and molecular hydrogen mass fraction (right columns)
for KJ128 run are shown at fields of view of 0.1, and 2000 AU from the top to bottom.

2.2 Chemistry

We follow the non-equilibrium evolution of 9 species: H, H+,
H−, H2, H

+
2 , He, He+, He2+, and e−. In total, 20 kinetic

reactions have been included same as available with Enzo

code (Turk et al. 2012). The formation of H2 is very sensitive
to the choice of 3-body reaction as pointed out by Turk et al.
(2011). Here we adopt the three-body rates of Abel et al.
(2002) for all of our runs, both in the standard ENZO and in
our KROME implementation.

c⃝ 2013 RAS, MNRAS 000, 1–5

Bovino et al. 2013

•   But we need to be careful when 
solving the stiff set of equations, as 
Bovino et al. 2013 point out! 

•   In particular, we must evolve the 
internal energy as a ‘species’ 
reaction as it’s sensitive (stiff) w.r.t to 
the rapidly evolving chemistry

•   Unlike present-day star formation, the 
chemistry plays an important role in the 
dynamics of Pop III and early Pop II star 
formation. 

•   The chemical networks for Pop III are 
now fairly well established (see Gall & 
Palla 2013)

n ! 108Y1011 cm"3, rapid reactions release a significant amount
of heat. After some experiments, we found that the chemistry part
becomes numerically unstable with etol ¼ 0:1 and concluded that
setting etol ¼ 0:01 allows stable time integration at n > 107 cm"3.

4. SPHERICAL COLLAPSE TEST

In this section we test our numerical techniques using a spher-
ical collapse problem.We follow the evolution of primordial gas
in a dark matter halo by setting up a gas sphere embedded in an
NFW (Navarro et al. 1997) potential

! rð Þ ¼ !s

r=rsð Þ 1þ r=rsð Þ2
h i ; ð44Þ

where rs and !s are scale radius and density, respectively. The
initial gas density is set to be an isothermal " profile

!g rð Þ ¼ !g;0

1þ r=rsð Þ2
h i3"=2 : ð45Þ

We are interested in the gas evolution after the gas cloud be-
comes self-gravitating, and so details of the initial density profile
do not matter. For simplicity, we set " ¼ 1. The halo mass is set

to be 5 ; 105 M', andwe assume the baryon fraction to be 0.05.We
distribute 4million particles according to equation (45) and evolve
the system.

Figure 3 shows the distribution of gas in a temperature-density
phase plane when the central density is 5 ; 1015 cm"3. In the
figure, characteristic features are marked as regions AYG. The
bottom panel in Figure 3 shows the corresponding molecular
fraction distribution. All of the features are explained as closely
related to the thermal evolution. See the caption for a brief ex-
planation. The overall evolution of the central gas cloud after it
undergoes a runaway collapse is consistent with the spherically
symmetric calculation of ON98.We have checked the radial pro-
files of density, temperature, velocity, andmolecular fraction. These
quantities are quite similar to the late-time evolution of the ON98
calculation until the central gas density reaches!1016 cm"3 (up to
the fourth output in Fig. 1 of ON98).

Previous three-dimensional simulations of primordial gas cloud
formation were hampered by the complexity of calculating line
opacities and the reduction of the resulting cooling rate. Themax-
imum resolution, in terms of gas density, achieved in these sim-
ulations was thus!1010 cm"3, where the assumption of optically
thin cooling breaks down. With the novel technique described in
x 3.3, our simulations can follow the evolution of a primordial gas
cloud to nH ! 1016 cm"3, nearly 6 orders of magnitude greater
than previous three-dimensional calculations reliably probed. To
study the detailed evolution of a protostellar ‘‘seed’’ beyond nH !
1016 cm"3, we would need to implement a fewmore physical pro-
cesses, as explained in x 3.5.

An important quantity we measure is the optically thick line
cooling rate, which serves as a critical check of our numerical
implementation. Figure 4 shows the normalized H2 line cooling
rate against local density. We use an output at the time when the
central density is nc ¼ 1014 cm"3. In the figure, we compare our
simulation results with those from the full radiative transfer
calculations of ON98 (open diamonds). Clearly our method
works very well. The steepening of the slope at n > 1012 cm"3,
owing to the velocity change where infalling gas settles gradu-
ally onto the center, is well reproduced. We emphasize that the
level of agreement shown in Figure 4 can be achieved only if all

Fig. 3.—Top: Gas distribution in the temperature-density phase space in a
spherical collapse problem. The indicated characteristic features are explained as
follows: (A) gas temperature reaches k1000 K by virialization, and hydrogen
molecules are formed by two-body processes; (B) molecular hydrogen cooling
brings the gas temperature down to 200 K; (C) the H2 cooling rate saturates and
becomes close to the density-independent, LTE value; (D) three-body reactions
kick in and the gas becomes fully molecular; (E) the line cooling rate decreases as
the density increases because of the cloud’s opacity; (F) collision-induced emis-
sion becomes a dominant cooling process; and (G) H2 dissociation begins at
T ! 2000 K. Bottom: Molecular fraction fH2

of the gas. The increase in the
fraction at A, D, a plateau at C ! D, and the temporal decrease owing to dis-
sociation at G are clearly seen in this plot.

Fig. 4.—Cooling efficiency defined by f ¼ !thick/!thin. The open squares are
the results from the one-dimensional calculation of ON98.We plot the efficiency as
a function of local density at the time when the central density is n ¼ 1014 cm"3.

FORMATION OF PRIMORDIAL STARS 13No. 1, 2006 Yoshida et al. 2006



The chemistry… DCBH formation

•   Perhaps the biggest uncertainty in the DCBH idea is the H2 self-shielding 
•   Low-density (non-LTE) regime is well covered by Draine & Bertoldi (1996) 

prescription 
•   High-density regime (LTE) is covered by Wolcott-Green & Haiman (2011)

•   The chemistry for direct collapse to black holes is less well constrained 
•   People tended to use standard Pop III chemistry, which was developed in 

absence of photochemistry Latif et al. 2014

Fig. 2.— The final state of our simulation is represented by the average density along the line of sight for different
radiation backgrounds. The top panel represents halo A and the bottom panel halo B. The overplotted white points
depict sink particles. The masses of the sink particles are listed in table 1.

Fig. 3.— Temperature is shown here corresponding to the figure 4.

5

Fig. 2.— The final state of our simulation is represented by the average density along the line of sight for different
radiation backgrounds. The top panel represents halo A and the bottom panel halo B. The overplotted white points
depict sink particles. The masses of the sink particles are listed in table 1.

Fig. 3.— Temperature is shown here corresponding to the figure 4.

5

• Which means important reactions were 
missed, e.g.: 

      H + H —> H+ + e + H 
•    See Glover (2015a,b) for a more up-to-date 

picture of the required  chemsitry



Modelling ‘star formation’: the use 
of sink particles

See David Hubber’s talk! 

•  Sinks have been a big help in pushing Pop III forward 
•  However, we should ensure that: 

• Pressure boundaries are accounted for! 
• Enough material/resolution inside to account for tides? 
• Permit mergers?

ric features. Eventually, the gas in one of the spiral
arms became locally unstable and started to
collapse, forming a second protostar at a distance
of roughly 20 AU from the primary. The mass of
the central protostar at this point was only 0.5M⊙.

The surface density remained roughly con-
stant as the disk grew, with the temperature behav-
ing in a similar fashion, and thus the ability of the
disk to transport angular momentum remained
the same as the disk grew. This can be seen by
considering the Toomre Q parameter (Fig. 2),
which provides a measure of the gravitational
instability of the disk. For high Q, the disk is
stable, whereas for values around 1, the disk is
formally unstable to fragmentation. As the disk
grew, the value of Q remained around 1 in the
outer regions, and so the dynamics of the disk
were dominated by gravitational instabilities.

Figure 3, which shows the accretion rate
through the disk and envelope as a function of the
radius from the central protostar, helps to explain
why the disk became so unstable. The accretion
rate through the diskwas considerably lower than
the rate at which material was added to the disk.
If one assumes a simple a-disk model (12), then
the disk accreted with an effective a between 0.1
and 1, which is typical for gravitational torques in
strongly self-gravitating disks (13). Although this
is an efficientmechanism for transporting angular
momentum, it was nevertheless unable to process
the material in the disk quickly enough before
more was added from the infalling envelope. As
a result, the disk grew in mass, became gravi-
tationally unstable, and ultimately fragmented.

For a region of the disk to form a new star, it
must be able to rid itself of the heat generated as it

Fig. 1. Density evolu-
tion in a 120-AU region
around the first proto-
star, showing the buildup
of the protostellar disk
and its eventual fragmen-
tation.We also see “wakes”
in the low-density regions,
produced by the previous
passage of the spiral arms.

Fig. 2. Radial profiles of the disk's physical properties, centered on the first protostellar core to form. The
quantities aremass-weighted and taken froma slice through themidplane of the disk. In the lower righthandplot,
we show the radial distribution of the disk's Toomre parameter,Q= csk/ pGS, where cs is the sound speed and
k is the epicyclic frequency. Beause our disk is Keplerian, we adopted the standard simplification and replaced
k with the orbital frequency. The molecular fraction is defined as the number density of hydrogen molecules
(nH2), divided by the number density of hydrogen nuclei (n), such that fully molecular gas has a value of 0.5.

www.sciencemag.org SCIENCE VOL 331 25 FEBRUARY 2011 1041
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Primordial protostellar systems 7
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Figure 5. Density projections in a cube of side length 10AU that show the evolution of the protostellar system. Each row corresponds
to a different minihalo. The time after the formation of the primary protostar increases from left to right. The final times vary since the
physical differences between the minihaloes also result in different runtimes. The density of hydrogen nuclei is weighted by the density
squared along the line of sight, which lies perpendicular to the plane of the disc. The disc around the primary protostar fragments into a
number of secondary protostars, most of which migrate towards the centre of the cloud. However, some also obtain angular momentum
from other protostars during close encounters and migrate to higher orbits. An example is the leftmost protostar at the last output time
in MH3. A more detailed analysis of this figure is presented in Section 3.3.

proaches should yield similar results, since the opacity of the
gas rises sharply at the accretion shock. The photosphere is
determined with a post-processing algorithm that finds the
spherically averaged radius at which the optical depth ex-
ceeds unity. In addition, we track the positions and proper-
ties of the protostars, which allows us to construct merger
histories. The relevant calculations are performed on particle
dumps (snapshots) that are output every ≃ 0.02 yr.

Starting from the first snapshot, we locate the densest
cell in the simulation with at least nH = 1019 cm−3. This cell
is defined as the centre of a new protostar, provided that the
distance to the centre of any other protostar exceeds the ra-
dius of the protostar as well as a predefined merger radius
rmerge, which we set to 0.1AU. The above density thresh-
old gives a good indication of when the collapse of the gas
stalls, a shock forms, and a new protostar is created. Since
the center of a new protostar must lie outside of all existing
protostars, our results are not very sensitive to this param-
eter. The above choice for the merger radius reliably identi-
fies when two protostars finally merge. We have found that
a significantly smaller value may suppress mergers, since the

centers of two protostars that merge do not necessarily move
to the exact same location, and a significantly larger value
may overproduce mergers, since protostars may overlap tem-
porarily on scales well below 1AU.

Once a candidate cell has been selected, we determine
the optical depth of Nang ≃ 104 nearly uniformly spaced
angular bins and Nrad = 200 logarithmically spaced radial
bins between 0.01 and 10AU centred on the candidate cell:

∆τj,k = ρj,kκj,k∆rk, (5)

where j denotes the angular bin, k the radial bin, ρj,k
the mass-weighted density of the bin, κj,k the Rosseland
mean opacity, and ∆rk the radial extent of the bin. For pri-
mordial gas in chemical and thermal equilibrium, which is
a good approximation since the density typically exceeds
nH = 1017 cm−3 in the protostars, the opacity is only a
function of density and temperature, and has been tabu-
lated by Mayer & Duschl (2005). We linearly interpolate
from their tables to determine the mean opacity of each bin
from the mass-weighted density and temperature of all cells
contributing to the bin.

c⃝ 0000 RAS, MNRAS 000, 000–000

Greif et al. 2012



Radiative transfer: novel 
techniques for thorny problems

Clark, Glover & Klessen (2012)

• Attenuation of photoelectric emission from ISRF
• Calculate the affect of ISRF on the chemistry
• Self-shielding of molecules (H2/CO)
• Determines the heating of the dust grains by the ISRF
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Figure 7. The relative error (computed according to Equation
22) based on the di↵erence between the maps shown in Figure 6
and the pixellated maps shown in Figure 5.

Figure 8. The column density sky-map as seen by a low-density
particle in a turbulent molecular cloud simulation. As in Figure 5,
the upper-left panel is obtained by adding up the contributions
from all SPH particles in the computational volume (excluding
the particle from which the sky is viewed). The other panels then
show a ‘pixel-averaged’ view of the cloud, as would be seen if we
only had 48, 192 and 768 pixels in our map.

3.2 Turbulent clouds

Our previous test examined the ability of the TreeCol al-
gorithm to capture the column density variations that one
would expect in the environment of a prestellar core. How-
ever the test was also designed to see how well TreeCol can
handle sharp density contrasts, and so the core was sim-
ply placed in a vacuum, rather than the more complicated

Figure 9. The left-hand panels show the TreeCol maps for the
turbulent cloud set-up shown in Figure 8, for 48, 192 and 768
pixels in the map. All maps were produced using a tree opening
angle ✓tol = 0.3. The right-hand panels show the relative error in
the TreeCol maps.

environment of a turbulent molecular cloud, in which the
typical prestellar core is born (Mac Low & Klessen 2004).
This is the focus of the test in this section. Again, we want
to make the test problem as challenging as possible, so in
this section we choose to examine the sky-map as seen by
a low density particle in the cloud. For such a particle, the
holes and filaments that characterise the turbulent cloud’s
structure should be more pronounced than they would be for
a high density particle, and so the contrast in the column
density map is high.

Our cloud has a mass of 104M�, an initial mean number
density of 300 cm�3 (or mean mass density 1.17 ⇥ 10�21 g
cm�3), and a radius of roughly 6 pc. We model the cloud
with 2 ⇥ 106 SPH particles. At the start of the simulation,
we impose a turbulent velocity field on the cloud that has
a power spectrum of the form P (k) / k

�4, where k is the
wavenumber of any given scale in the cloud, and adjust the
strength of the velocities such that the kinetic energy in
the cloud is equal to the gravitational energy of the cloud.
This gives an initial root-mean-squared velocity of around 3
km s�1. The turbulence is left to freely decay in shocks as it
creates structure in the initially uniform density cloud.

We stop the calculation after a period of 6.4 ⇥ 105 yr,
by which time a combination of the turbulence and self-
gravity has created a network of interconnected filaments
and voids. This structure can been seen in the sky-maps
shown in Figure 8, where, as discussed, we position ourselves
on a low-density particle that resides near the centre of the
cloud. As in Figure 5, we again show how this map would
look if it were to be de-resolved to 48, 192, and 768 HEALPix
pixels, giving us some idea how well TreeCol can be expected

c� 0000 RAS, MNRAS 000, 000–000
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gorithm to capture the column density variations that one
would expect in the environment of a prestellar core. How-
ever the test was also designed to see how well TreeCol can
handle sharp density contrasts, and so the core was sim-
ply placed in a vacuum, rather than the more complicated
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environment of a turbulent molecular cloud, in which the
typical prestellar core is born (Mac Low & Klessen 2004).
This is the focus of the test in this section. Again, we want
to make the test problem as challenging as possible, so in
this section we choose to examine the sky-map as seen by
a low density particle in the cloud. For such a particle, the
holes and filaments that characterise the turbulent cloud’s
structure should be more pronounced than they would be for
a high density particle, and so the contrast in the column
density map is high.

Our cloud has a mass of 104M�, an initial mean number
density of 300 cm�3 (or mean mass density 1.17 ⇥ 10�21 g
cm�3), and a radius of roughly 6 pc. We model the cloud
with 2 ⇥ 106 SPH particles. At the start of the simulation,
we impose a turbulent velocity field on the cloud that has
a power spectrum of the form P (k) / k

�4, where k is the
wavenumber of any given scale in the cloud, and adjust the
strength of the velocities such that the kinetic energy in
the cloud is equal to the gravitational energy of the cloud.
This gives an initial root-mean-squared velocity of around 3
km s�1. The turbulence is left to freely decay in shocks as it
creates structure in the initially uniform density cloud.

We stop the calculation after a period of 6.4 ⇥ 105 yr,
by which time a combination of the turbulence and self-
gravity has created a network of interconnected filaments
and voids. This structure can been seen in the sky-maps
shown in Figure 8, where, as discussed, we position ourselves
on a low-density particle that resides near the centre of the
cloud. As in Figure 5, we again show how this map would
look if it were to be de-resolved to 48, 192, and 768 HEALPix
pixels, giving us some idea how well TreeCol can be expected
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Radiative transfer: novel 
techniques for thorny problems

Hartwig et al. 2015: TREECOL -  Extension to H2 line cooling

The Astrophysical Journal, 799:114 (15pp), 2015 February 1 Hartwig et al.
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Figure 3. Effective H2 column density as a function of density for different
cooling approaches. Here and in the following figures (if not stated otherwise),
the plotted values represent the means of the density-binned SPH particles.
Staring from spherically symmetric initial conditions, this snapshot is taken
immediately after formation of the first protostar. The three TreeCol-based
methods refer to the different implementations of this algorithm (Section 3.1)
and the Sobolev and Gnedin method are only based on local quantities. For
the relevant, optically thick densities above ∼1010 cm−3, the local methods
generally yield higher values than the more accurate TreeCol methods.

determine all relevant information by post-processing these out-
put files. By doing so, we can focus on the intrinsic differences of
the methods (determined under the same physical conditions)
rather than comparing different simulations with presumably
different dynamics. The plots in this section represent averages
over all four cosmological halos.

We want to find an accurate cooling approach that reproduces
the TreeCol method best and hence, we compare the commonly
used Sobolev approximation with the corrected Sobolev approx-
imation, the Gnedin approach and our new reciprocal method,
which combines the corrected Sobolev and Gnedin approach.
The column density for these different approaches can be seen in
Figure 4. Generally, the local methods overestimate the effective
column density in the optically thick regime (n ! 1010 cm−3).
Especially at later stages of the collapse these differences in-
crease, because the slope of the photon escape fraction as a func-
tion of density flattens with time in the optically thick regime
for the TreeCol method. The (corrected) Sobolev method over-
estimates the column density all the time, whereas the Gnedin
and reciprocal approaches overestimate the column density only
for high densities. The latter yield accurate fits for the density
regime 109 cm−3 " n " 1012 cm−3, whereby one should keep
in mind that the relative importance of H2 line cooling decreases
above n ≃ 1013 cm−3. Realizing that the Sobolev approximation
already overestimates column densities, one might ask why we
need this additional correction factor, which makes the approxi-
mation even worse. A detailed answer to this question is given in
Section 6.1, but we already want to emphasize the total neglect
of any density gradient. The Sobolev approximation assumes
a constant density, although the density of molecular hydrogen
generally decreases when moving radially outward. Hence, this
approximation is not valid, but leads to an overestimation of the
column density (already for the uncorrected Sobolev method).

The photon escape probability as a function of density can
be seen in Figure 5 for different methods. Although there
are slight differences between the individual approaches, all
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methods seem to agree well with the TreeCol approach prior
to the formation of the first sink particles. However, at later
times, the TreeCol approach yields higher values for the photon
escape probability, corresponding to a smaller effective opacity
of the cloud. The other methods, which depend only on
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individually overestimates the column density. Whereas if one
length is significantly smaller than the other length L1 ≪ L2, the
result should be equal to the smaller one (Lrec ≃ L1), because
beyond this smaller distance the photons can escape freely any-
way. Following this method, the number density is simply given
by

Nrec = nH2 Lrec. (25)

3. NUMERICAL METHODS

Here, we describe the implementation of TreeCol and three
criteria to define the effective column density. Furthermore, we
present our simulations and the initial conditions.

3.1. Effective Column Densities with TreeCol

The main problem of the Sobolev approximation is the de-
pendence on local quantities and therefore the neglect of all
information about density gradients, velocity profile and the
actual shape of the cloud. Generally, the most exact way to
determine effective column densities is to sum up all relevant
mass along all possible lines of sight. In order to avoid this
extremely high computational effort, Clark et al. (2012) de-
signed the TreeCol algorithm, which determines column den-
sities based on a tree structure, used by many gravitational
N-body solvers. TreeCol uses a spherical pixelation with
diamond-shaped pixels based on HEALPix (Górski et al. 2005).
During the walk of the tree, all relevant data for the column
density map are collected and projected onto a spherical grid.
Since the data are already stored in a tree, TreeCol can use this
information and therefore scales as N log N with the number
of cells or particles N. However, in our simulations, the usage
of TreeCol slows down the simulation by a factor of about five
with respect to a run without TreeCol. This slowdown is mainly
related to the evaluation of several inverse trigonometric func-
tions. Although we use this method in an smoothed particle
hydrodynamics (SPH)-based simulation, the only requirement
for its implementation is the clustering of matter in a tree-like
structure, as indeed, the TreeCol method has already been im-
plemented in the Arepo moving mesh code (Smith et al. 2014)
and the FLASH AMR code (R. Wünsch et al., in preparation).

TreeCol overcomes several shortcomings of the Sobolev
approximation. First of all, we can use it for any density
distribution because we directly sum up the individual mass
contributions. Furthermore, we can use the velocity information
of the tree nodes and do not have to assume a constant velocity
gradient. Additionally, we account for the actual spatial matter
distribution and do not have to stick to a rough one dimensional
approximation. While the original TreeCol algorithm computes
the H2 column densities of the entire cloud, in what follows,
we will present three improved versions that account for the
Doppler-shifting of the line by only including mass that lies
within the appropriate velocity range.

3.1.1. Sobolev-like

The Sobolev approximation assumes that all relevant mass
for the column density is located within one Sobolev length.
Translated into velocities, we should only include particles or
tree nodes whose relative velocity is smaller than the thermal
velocity. Thus, we modify TreeCol in order to include only
the mass contributions of nodes that fulfill this criterion. A
schematic illustration of this approach is given in Figure 2.
From there we already see that the relevant volume around a

Figure 2. Two-dimensional illustration of three different approaches for the
determination of effective column densities. Top left: original Sobolev method
without TreeCol. Top right: Sobolev-like method implemented in TreeCol. Bot-
tom: lookup method implemented in TreeCol. The circles represent individual
mass contributions from cells or particles and the squares represent all mass in
this tree node, which are clustered as seen by the black particle. The arrows indi-
cate the relative velocities with respect to the black target particle, for which the
column density should be determined. The original, isotropic Sobolev method
defines a characteristic length scale, within which all matter contributes to the
effective column density. In order to affect the effective column densities of the
target particle in the Sobolev-like implementation, the relative velocities of the
tree nodes have to be smaller than the thermal velocity vth of the target particle.
In the lookup implementation, the matter contributions to the column density
are weighted by the relative overlap of spectral lines, which in turn depends on
the relative velocities. This weighting is illustrated by the partial filling.

particle does not necessarily have to be spherical, but usually
follows the dynamic shape of the cloud.

3.1.2. Corrected Sobolev

Following Equation (19), the next possible approach is to
include all tree nodes whose relative velocities fulfill the
criterion |vr| < 1.694vth. Using this criterion, we take into
account the non-negligible overlap beyond one Sobolev length.
However, the individual velocity contributions are still not taken
into account correctly, and we will focus on the following, more
sophisticated approach for further studies.

3.1.3. Lookup Method

The above methods only distinguish whether matter con-
tributes to the effective column density or not. However, the
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•  We rely on the Sobolev length to calculate the 
column density (and thus optical depth) in 
working out the level populations in H2 cooling
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spherical symmetry, whereas Yoshida et al. (2006) proposed an
average over three orthogonal directions

β = βx + βy + βz

3
. (7)

The averaged escape probability finally relates the optically thin
and optically thick cooling rate by

ΛH2 ,thick = βΛH2 ,thin (8)

and is therefore also known as the “opacity correction.” In order
to determine this escape probability, we have to understand the
dynamics of the cloud. If the photon is emitted in the center of the
cloud and an envelope of gas is moving toward it with a constant
radial velocity gradient dvr/dr , then the photon observes the
spectral lines of the envelope to be Doppler-shifted with respect
to its rest frame. According to Sobolev (1947), a photon is not
absorbed and can escape freely, if the spectral lines of a possibly
absorbing H2 molecule are shifted by more than one thermal line
width. The line width of thermal line broadening is given by

∆νth = ν0
vth

c
= ν0

c

!
2kBT

mH2

, (9)

where ν0 is the central frequency of the line, vth is the thermal
velocity of molecular hydrogen, T is the temperature, and mH is
the mass of a hydrogen atom. Using this, we can determine the
characteristic distance Lchar beyond which the Sobolev criterion
is fulfilled. This length scale is typically known as the Sobolev
length

Ls = vth

|dvr/dr|
. (10)

Phrased differently, all relevant matter that might reabsorb a
photon is within its Sobolev length. Assuming a constant density
within this Sobolev length, the effective column density can be
determined by

NH2 ,eff = nH2 Ls. (11)

In order to capture the three-dimensional dynamics of the
collapse, one normally uses

Ls = vth

|∇ · v|
(12)

for the determination of the Sobolev length (Neufeld &
Kaufmann 1993). However, a fundamental problem of the
Sobolev approximation was already mentioned by several au-
thors: both the velocity gradient and the number density have to
be constant within one Sobolev length (Lucy 1971; Bujarrabal
et al. 1980; Hummer & Rybicki 1992; Neufeld & Kaufmann
1993; Wolcott-Green et al. 2011). As we will see below, this
assumption is generally not valid.

2.3. Correction of Sobolev Approximation

For simplicity, Zanstra (1934) assumed the absorption coeffi-
cient αlu to be zero outside the interval [ν0 −∆νth, ν0 + ∆νth] and
Sobolev (1947) used the same simplification. Following this ap-
proach, a photon can escape freely from the optically thick gas
after one Sobolev length Ls, because it will not be reabsorbed
thereafter. The actual absorption probability however, is related
to the true overlap of spectral lines. In the present context, the
shape of the H2 lines is dominated by thermal broadening and
can therefore be described by a normalized Gaussian profile.

Figure 1. Normalized thermal line profiles as a function of frequency in units
of the thermal line width. The right profile is shifted by one thermal line width
with respect to the left profile. The overlapping area shows a relative overlap of
62%, which should be negligible according to Sobolev (1947).

If one line with central frequency ν0 is Doppler-shifted to the
frequency ν, the relative line displacement in units of the thermal
gas velocity between these two cases is given by

x = ν − ν0

∆νth
. (13)

Accordingly, the relative overlap of these two line profiles can
be calculated by

o(x) =
" x/2

−∞

2√
2π

(e−ν2/2 − e−(ν−x)2/2)dν. (14)

The overlap of spectral lines for the special case x = 1 is
illustrated in Figure 1. This displacement represents the case
after one Sobolev length, though the relative overlap is still
62%. While the original Sobolev approximation ignores all
possible absorption events beyond this point, there is a non-
negligible absorption possibility beyond one Sobolev length
and we therefore need to introduce a correction term in order
to account for the additional matter. Even after three Sobolev
lengths the relative overlap, for example, is still 13% and
reabsorption might be possible.

In order to find a proper correction for this overlap, we start
from the basic definition of the column density. However, we
are not interested in the total column density but rather in the
effective column density, which includes only the gas that could
be relevant for the reabsorption of escaping H2 line photons.
The Sobolev approximation gives a very simple answer to the
question of which gas we have to include in the effective column
density, namely all gas within one Sobolev length. Expressed in
terms of line overlap we write this as

Ns =
" Ls

0
1 · nH2 dr

# $% &
100% overlap

+
" ∞

Ls

0 · nH2 dr

# $% &
0% overlap

= nH2 Ls, (15)

where a constant number density of molecular hydrogen is
assumed in the last step. Thus, Sobolev (1947) overestimated the
overlap and the matter contribution within one Sobolev length
but neglected all matter contributions beyond this point. Since
we want to account for the true overlap of spectral lines, we
introduce the relative line overlap o(x) as a weighting function
into the determination of the effective column density,

Ns,corr =
" ∞

0
o(x) · nH2 dr. (16)

The remaining problem is to relate the line displacement x to the
distance r along the line of sight. Assuming a constant velocity
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The overlap of spectral lines for the special case x = 1 is
illustrated in Figure 1. This displacement represents the case
after one Sobolev length, though the relative overlap is still
62%. While the original Sobolev approximation ignores all
possible absorption events beyond this point, there is a non-
negligible absorption possibility beyond one Sobolev length
and we therefore need to introduce a correction term in order
to account for the additional matter. Even after three Sobolev
lengths the relative overlap, for example, is still 13% and
reabsorption might be possible.

In order to find a proper correction for this overlap, we start
from the basic definition of the column density. However, we
are not interested in the total column density but rather in the
effective column density, which includes only the gas that could
be relevant for the reabsorption of escaping H2 line photons.
The Sobolev approximation gives a very simple answer to the
question of which gas we have to include in the effective column
density, namely all gas within one Sobolev length. Expressed in
terms of line overlap we write this as
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where a constant number density of molecular hydrogen is
assumed in the last step. Thus, Sobolev (1947) overestimated the
overlap and the matter contribution within one Sobolev length
but neglected all matter contributions beyond this point. Since
we want to account for the true overlap of spectral lines, we
introduce the relative line overlap o(x) as a weighting function
into the determination of the effective column density,
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0
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The remaining problem is to relate the line displacement x to the
distance r along the line of sight. Assuming a constant velocity
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•  By adding velocity information to the tree 
nodes, can use TREECOL to get a better 
estimate than the local approximation

•  At high densities, we have been 
underestimating the cooling from H2 by orders 
of magnitude!

•  In principle, can use this in reverse: can use 
for H2 dissociation by Lw radiation field.



Radiative transfer: novel 
techniques for thorny problems

TREERAY -  Wünsch & Walch (in prep.)

TreeRay: basic concept

Based on 2 principles:
reverse ray-tracing
(Altay&Theuns, 2013) - rays
cast from the target cell (point
where rad. energy is
calculated), not from the
source
tree walk is used to map onto
the rays absorption coefficient
and source function (simple
geometric BH86-type criterion
used to control which nodes
are accepted)
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•  Takes TREECOL a step further, using 
logarithmically spaced radial bins  

•  Can now solve full RT equation (i.e. 
including sources + velocity shifts) 

•  Scaling doesn’t depend on the number of 
sources



Radiative transfer: novel 
techniques for thorny problems

SIMPLEX:  Paardekooper et al. 2010

•  Original scheme was for equilibrium 
solutions 

•  Andre Bubel (ITA Heidelberg) is 
working on a time-dependent version 
for Arepo

A&A 515, A79 (2010)

Fig. 4. Two-dimensional examples of the three modes of transport with which photons are transported from one grid point to another. Red arrows
indicate incoming photons, blue arrows outgoing photons. Transport in case of a scattering process is shown on the left hand side. Incoming
radiation loses all memory of the initial direction and is sent to all neighbours of the vertex. Ballistic transport is shown in the centre plot. The
photons are redistributed to the 2 most straightforward neighbours of the vertex, with respect to the Delaunay edge of the incoming photons. On
the right hand side direction conserving transport is shown. The photons are redistributed to the 2 most straightforward neighbours with respect to
the Delaunay edge that is associated with the direction bin the incoming photons are in. The outgoing photons stay in the same direction bin and
have thus a memory of their original direction.

these photons are isotropically redistributed to all neighbouring
vertices, as depicted on the left hand side of Fig. 4. This type
of transport does not increase the number of computations in-
volved, SIMPLEX is therefore ideally suited to simulate scatter-
ing processes.

For the application to ionising radiation it is straightforward
to include the diffuse radiation from recombining atoms in the
simulation. Hydrogen ions that capture an electron directly to
the n = 1 state emit photons capable of ionising other atoms.
Most radiative transfer methods do not include this radiation but
instead adopt the on-the-spot approximation (e.g. Osterbrock &
Ferland 2006), assuming these photons to be absorbed close to
the emitting atom (see also Sect. 4.2). Even though the validity
of this approach is not well established (Ritzerveld 2005) we
will use the on-the-spot approximation for all the tests presented
in this paper, in order to make a clean comparison between our
results and the analytic solution or the results of other codes that
all use the on-the-spot approximation.

2.2.2. Ballistic transport

The Nout photons in Eq. (18) that are not interacting at a
grid point should continue travelling in their original direction.
However, on the unstructured grid there is no outgoing Delaunay
edge in the same direction as the incoming edge. This is solved
by splitting the photon packets into p equal parts and dividing
these packets among the p most straightforward neighbours with
respect to their incoming direction. The total number of photons
is conserved in this process. Tests indicate that if we choose p
equal to the dimension of the problem d, the solid angle that is
represented by one Delaunay edge of the emitting vertex is best
preserved. In other words, a source that sends out photons in all
directions will fill the entire “sky” with radiation. However, on
the unstructured grid it might be the case that one of the most
straightforward neighbours lies outside a cone of 90 degrees.
To prevent photons form travelling backwards, we exclude those
neighbours. In Fig. 4 the centre plot shows an example of ballis-
tic transport.

The advantage of this transport scheme is that the most
straightforward directions have to be calculated only once, at

the start of the simulation. As long as the grid doesn’t change
these directions do not have to be recalculated. One important
disadvantage of this transport scheme is that there is no memory
of the original direction of the photons. At every interaction the
outgoing direction was computed from the incoming direction
in that step, so deflections from the original direction can add
up, causing numerical diffusion to dominate after approximately
5 interactions (KPCI09). As long as the mean free path of pho-
tons is smaller than 5 Delaunay edges, this numerical diffusion
has no influence on the results, since photons will be interacting
with the medium before the diffusion becomes dominant. This
means that during the grid calculation we have to be careful that
the interaction coefficient c in Eq. (12) is close to one or larger.
However, this may lead to too severe constraints on the num-
ber of grid points that can be placed in optically thin regions.
Therefore, a different type of transport can be employed in opti-
cally thin media.

2.2.3. Direction conserving transport

If the interaction coefficient c in Eq. (12) is smaller than one,
it is no longer sufficient to determine the direction of the pho-
tons from the direction in the previous step, but a memory of the
initial direction of the photon is needed. If every photon would
remember its initial direction and at every interaction point the
next interaction point would have to be calculated from this di-
rection, the computation time in optically thin regions would
grow unacceptably. Instead, the original direction is preserved
by confining photons to solid angles corresponding to global di-
rections in space. Unless interacting with the grid, photons stay
in the same solid angle as they travel along the grid. Even though
the direction of the photons is now decoupled from the grid, the
photons still travel along the edges of the triangulation in the
same manner as during ballistic transport. Direction conserving
transport is shown on the right hand side of Fig. 4.

Since photons still travel along the edges of the triangulation,
the photon path deviates from an exact straight line in which
the photons should be travelling, see Fig. 5. Even though the
direction of the photons is preserved, their paths are longer than
physically possible. In other words, photons travel slower than
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Fig. 5. Example of the photon path deviating from a straight line due
to the unstructured grid. Photons that are travelling in the direction of
the Delaunay edge coming in from the left, should be travelling in a
straight line along the dotted blue line. However, as this is impossible on
the unstructured grid, photons travel along the Delaunay edges closest
to their original direction. This path is depicted by the red arrows. The
total path depicted by the red arrows is longer than the length of the
blue line, which is corrected for by a global factor.

the light speed on the unstructured grid. We solve this problem
by applying a global correction factor to the distance between
grid points, thus ensuring photons travel with the correct speed.

Introducing these global directions on the unstructured grid
gives rise to preferential directions, one of the problems the un-
structured grid was meant to solve. By rotating the solid angles
over random angles in between photon transport, the preferential
directions disappear. The drawback of this procedure is that it
makes direction conserving transport computationally more ex-
pensive than ballistic transport. For the latter, the most straight-
forward directions are calculated from the grid and thus have to
be calculated only once, at the start of the simulation. For direc-
tion conserving transport it is necessary to recalculate the most
straightforward directions every time the direction bins rotate.
Another drawback of direction conserving transport is that the
photons now have to be stored in n direction bins instead of on
average 16 neighbours. Typically, n = 42 gives converged re-
sults, but as we will see in Sect. 5.2 this depends on the num-
ber of optically thin grid points the photons traversed. Thus,
the memory requirements for direction conserving transport are
higher.

2.2.4. Combined transport

The three modes of transport described above are in general
applied simultaneously during a simulation. Depending on the
physical process at hand, photons are transported to all neigh-
bours (diffuse transport), or to the d most straightforward neigh-
bours (ballistic or direction conserving transport). In regions
where the optical depth is higher than or close to one, ballis-
tic transport is used, while in the optically thin regions direction
conserving transport is applied.

Of the three modes of transport, direction conserving trans-
port is computationally the most expensive (see Sect. 3.3 for a
comparison between the computation time of ballistic and di-
rection conserving transport). By applying this scheme only in
the regions where it is necessary, the computation time is dras-
tically reduced. As mentioned earlier, numerical diffusion starts
to dominate in ballistic transport after approximately 5 steps. A
first guess would therefore be to switch from ballistic to direction
conserving transport when the optical depth after 5 interactions
is less than one. That way, we are sure that the majority of pho-
tons does not take more than 5 steps in ballistic transport. The
influence of the optical depth at which is switched in a realistic
simulation is studied in more detail in Sect. 5.1.3. Another way
to reduce the computation time is by applying the grid dynamics

scheme from Sect. 2.1.4. Removing superfluous grid points in
the low opacity regime limits the number of vertices at which
direction conserving transport is performed.

In combined transport we need to convert from one trans-
port scheme to another. This is straightforward because every
Delaunay edge of an optically thin vertex is associated with a
solid angle in a global direction. When this vertex sends photons
to an optically thick vertex the photons are transported along the
Delaunay edges, so the optically thick vertex stores the photons
according to the Delaunay edge associated with the solid angle.
In the opposite case, when an optically thick vertex sends pho-
tons to an optically thin vertex, the photons are converted to the
solid angles associated with the Delaunay edge along which the
photons were sent.

3. Parallellisation strategy

Even though the radiative transfer scheme presented in the pre-
vious sections is computationally efficient, in order to do large
simulations involving a very high number of grid points it is nec-
essary that the algorithm can run in parallel on distributed mem-
ory machines. This will not only reduce the computation time
involved, it also reduces the amount of memory needed at each
processor to store the physical properties of the grid points. The
transport algorithm described in Sect. 2.2 has the advantage that
it is local: the only information needed to do a radiative transfer
calculation is stored at the neighbours of the vertex. This makes
the method relatively easy to parallellise. By choosing a smart
domain decomposition we can minimise the number of commu-
nications involved.

3.1. Domain decomposition

The computation time of a SIMPLEX calculation is independent
of the number of sources, it is therefore sufficient to have a do-
main decomposition that assigns every processor an approxi-
mately equal number of grid points. Dividing space into equal
volumes and assigning each volume to a processor is not suffi-
cient because the number of points in each volume may differ
dramatically due to the adaptive grid. We therefore use a domain
decomposition based on the space-filling Hilbert curve, which is
also employed in other methods without a regular grid (Shirokov
& Bertschinger 2005; Springel 2005, 2010). The Hilbert curve
is a fractal that completely fills a cubic rectangular volume.
A Hilbert curve is uniquely defined by its order m and its di-
mensionality d, filling every cell of a d-dimensional cube of
length 2m. The following properties of the Hilbert curve are ben-
eficial when using it for domain decomposition:

– Locality: points that are close along the 1D Hilbert curve are
in general also close in 3D space.

– Compactness: a set of cells defined by a continuous section
of the Hilbert curve has a small surface to volume ratio.

– Self-similarity: the Hilbert curve can be extended to arbitrar-
ily large size.

The first two properties minimise the number of communications
between processors, while the third property ensures that we can
use an arbitrarily large number of cells to determine the domain
decomposition.

The first step in the domain decomposition is dividing the
domain into 2md equal, regular cells, where d is again the dimen-
sion and m the order of the Hilbert curve. We then step through
the cells along the Hilbert curve, counting the number of grid
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Magnetic fields are likely to be 
important after all!
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Figure 5. Magnetic energy spectra in the fixed frame of reference, i.e., the
spectra are normalized to the initial Jeans wavenumber, kJ0. The time evolution
in the collapse regime shows that the magnetic field is basically frozen-in on
large scales, while the turbulent dynamo keeps amplifying the field on smaller
and smaller scales as the collapse proceeds.
(A color version of this figure is available in the online journal.)

high-resolution spectra obtained inside the Jeans volume (Fig-
ure 4), by shifting them to the correct position with respect to
the fixed frame of reference. However, the spectra at late times
during the collapse, obtained with this method, do not contain
any information on scales far outside the Jeans volume. Thus,
in the second step, we add spectral information on large scales,
by gradually extracting larger boxes, centered on the core at a
fixed grid resolution. Using this method, we can test the spec-
tral energy scale-by-scale. We call this method “scale-by-scale
extraction.”

The result of this two-step approach is shown in Figure 5,
where we plot the spectra of magnetic energy in the fixed frame
of reference, i.e., as a function of the initial (at τ = 0) Jeans
wavenumber, kJ0, of the collapsing system. The first thing to
note is that the spectra on large scales obtained with the scale-
by-scale extraction method connect reasonably well with the
spectra computed inside the Jeans volume and re-normalized to
match the fixed frame of reference. Some deviation is seen
only at k/kJ0 ≈ 300 for the spectrum at τ = 12, which
can be taken as a measure of the uncertainty in the spectra
obtained with our scale-by-scale extraction method. Given the
total range of scales that we aim to probe here, the difference in
the spectra obtained with our two-step approach is acceptable.
We also tested whether extending the scale-by-scale extraction
to smaller scales (inside the Jeans volume) matches the high-
resolution spectra of step one. We found that they do within an
uncertainty of about 25%, i.e., the slopes and peak positions are
reproduced reasonably well with the scale-by-scale extraction
method. However, the high-resolution spectra inside the Jeans
volume are more accurate, and we thus prefer the two-step
approach described above.

Three main results can be extracted from Figure 5. First, the
magnetic field always grows fastest on the smallest available
scales in the simulation, with the peak located at around 30 grid
cells. Second, as the collapse proceeds, the field is amplified on
small scales inside the core, but is essentially frozen-in on large
scales. Third, the large-scale spectra follow a power law close
to k3.0. This particular exponent for the power law is consistent
with the radial dependence of the field (see Figures 1 and 2) and

depends strongly on resolution. The magnetic energy on scales
outside the core is

B2
rms ∝

!
P (B) dk ∝ k4.0 . (5)

From this, it follows that Brms ∝ k2.0 ∝ r−2.0 outside the Jeans
volume, which is consistent with the power-law behavior of the
radial profile of Brms in Figure 1. It should be re-emphasized,
however, that the exact exponent of this power law is essentially
meaningless, as it depends on the numerical Jeans resolution.
Higher resolution will lead to a steeper increase of P (B) toward
small scales (see Figure 2). In reality, the magnetic field will
grow much more strongly due to dynamo action than what we
can resolve in the present calculation with 128 cells per Jeans
length, and thus, our amplification rate is a lower limit (discussed
further in Section 4).

3.6. Probability Distribution Function of the Gas Density

The probability distribution function (PDF) of the gas density
is a useful measure of the turbulence in any turbulent system
exhibiting density fluctuations. Moreover, the PDF is an es-
sential ingredient for models of star formation (e.g., Padoan
& Nordlund 2002; Krumholz & McKee 2005; Hennebelle &
Chabrier 2008, 2009) and the gas distribution in galaxies (e.g.,
Tassis 2007; Krumholz et al. 2009). The density PDF has been
studied in some detail in non-self-gravitating, turbulent systems
(e.g., Vázquez-Semadeni 1994; Padoan et al. 1997; Passot &
Vázquez-Semadeni 1998; Lemaster & Stone 2008; Federrath
et al. 2008b; Price & Federrath 2010) and in turbulent sys-
tems including self-gravity (e.g., Klessen 2000; Federrath et al.
2008a; Kainulainen et al. 2009; Cho & Kim 2011; Kritsuk et al.
2011). However, it has not been analyzed yet in a collapsing
system, in which turbulence is replenished by the gravitational
collapse of a dense core.

Figure 6 shows the time evolution of the PDFs of the
logarithmic density:

s ≡ ln
"

ρ

⟨ρ⟩

#
, (6)

where ⟨ρ⟩ denotes the mean density in the core, i.e., inside
the Jeans volume. The PDF at τ = 0 is purely a result of the
initial, radial density distribution, following a Bonnor–Ebert
profile. This profile exhibits a flat inner core for radii smaller
than the Jeans radius and can be approximated with a power
law of the form ρ ∝ r−α with α ≈ 2.2 at large radii (Ebert
1955; Bonnor 1956). Using the derived relation between a
power-law radial distribution and the corresponding density
PDF (see Appendix A), we can estimate the power-law exponent
of the density PDF from the power-law exponent of the radial
distribution, α. Thus, the PDF of the logarithmic density,
s, follows a power law for small logarithmic densities with
exponent −3/α and falls off more steeply toward higher
densities, due to the flattening of the Bonnor–Ebert profile in
the center of the core (see Figure 1).

Both in the regime of turbulent decay (τ ! 4) and in the
collapse regime (τ " 4), the volume-weighted PDF develops a
log-normal form:

ps(s) ds = 1
$

2πσ 2
s,turb

exp

%

− (s − ⟨s⟩)2

2σ 2
s,turb

&

ds , (7)
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Figure 8. Resolution dependence of the magnetic field spectra at τ = 12.
The peak of the magnetic energy shifts to smaller scales for increasing Jeans
resolution (32, 64, and 128 cells), but is completely absent for a Jeans resolution
of 16 cells and below. We conclude that turbulent dynamo amplification of the
magnetic field is only obtained, if the Jeans length is resolved with at least
30 grid cells.
(A color version of this figure is available in the online journal.)

from a few exceptions—almost all present-day simulations of
self-gravitating magnetized and non-magnetized gas use a Jeans
resolution criterion significantly below our threshold value of
30 cells (e.g., Truelove et al. 1997).

4.1. Resolution Dependence of the Turbulent Dynamo

The time evolution of the rms magnetic field in Paper I and the
radial magnetic field profiles of Figure 2 demonstrate a strong
resolution dependence of the turbulent dynamo. In this section,
we explain the resolution threshold for dynamo action, which
we find is about 30 grid cells per Jeans length (see also Paper I).
Figure 8 shows the resolution dependence of the magnetic field
spectra at τ = 12. Our five runs, in which we resolved the
Jeans length with 8, 16, 32, 64, and 128 grid cells are compared.
The runs with 32, 64, and 128 cells show a clear maximum of
the magnetic energy density on scales below the Jeans scale,
i.e., inside the core region, while the 8 and 16 cell runs do
not exhibit such a peak. The peak shifts to smaller scales with
increasing Jeans resolution: it is located at k/kJ ≈ 1–2 for 32
cells, k/kJ ≈ 2–4 for 64 cells, and k/kJ ≈ 4–6 for 128 cells.
The peak in P (B) thus always appears close to the resolution
limit, on scales of about 20–30 grid cells, which means that
the dynamo amplification of the magnetic field is strongest on
these scales. This result taken together with the absence of a
peak for the run with Jeans resolution of 8 and 16 cells suggests
that a Jeans resolution of at least 30 grid cells is required for
the dynamo to work in a grid simulation. This is significantly
more than the resolution criterion of four grid cells per Jeans
length to avoid artificial fragmentation found by Truelove
et al. (1997) and frequently applied in simulations involving
self-gravity with grid codes (e.g., Krumholz et al. 2004) and
correspondingly with particle codes (e.g., Bate et al. 1995; Price
& Bate 2007; Federrath et al. 2010a, and references therein).
The explanation for this is that magnetic field amplification
by the turbulent dynamo is most efficient on the smallest
scales due to the fast eddy turnover times on the smallest
scales (e.g., Brandenburg & Subramanian 2005, for a review on
turbulent dynamo amplification). However, the dynamo feeds

103

104

105

106

 0  2  4  6  8  10  12  14  16  18

B r
m

s/ρ
2/

3

τ

0.50

0.40

0.29

0.02

0.01

128 cells
64 cells
32 cells
16 cells
8 cells

Figure 9. Time evolution of the rms magnetic field strength as a function of
Jeans resolution, where we divided out the effect of pure flux freezing, which
can provide a maximum possible field amplification by ρ2/3 inside the core. The
remaining amplification is thus due to the small-scale dynamo. The number on
each curve indicates the growth rate, Ω, in the expression Brms/ρ

2/3 ∝ exp(Ωτ ),
measured in the interval τ = [8, τend].
(A color version of this figure is available in the online journal.)

from the transverse, solenoidal turbulent motions, which—due
to the discretization of the fluid variables—are only resolved,
if they have at least 30 grid cells across. This is consistent
with the spectral analysis of high-resolution (10243) fixed-grid
simulations of driven, supersonic turbulence in Federrath et al.
(2010b), where a clear deficit of rotational turbulent energy was
detected below 30 grid cells.

Figure 9 shows the time evolution of the magnetic field for
different Jeans resolutions. The plot shows Brms/ρ

2/3, i.e., we
divided out the maximum possible amplification by pure flux-
freezing in spherical symmetry. In this representation, we can
measure the field growth caused by the turbulent dynamo (see
Paper I). The growth rate, Ω, in the expression Brms/ρ

2/3 ∝
exp (Ωτ ), is indicated as a label on each curve. For 8 and 16
cells, no clear dynamo amplification occurs, while the growth
rate increases discontinuously to Ω = 0.29 for a Jeans resolution
of 32 cells, marking the onset of dynamo action.

We note that the initial decrease of Brms/ρ
2/3 for the runs

with 8 and 16 cells for τ ! 6 is mostly due to the turbulent
decay and not strongly affected by numerical diffusion of the
magnetic field. We estimate the effects of numerical diffusion
in Appendix C, which may account for a deviation from ideal
MHD by ϵ < 0.005 in B ∝ ρ2/3−ϵ for any of the runs. The 8
and 16 cell runs show a significantly lower level of turbulence
than all the other runs (see Paper I, Figure 3(e)), because the
turbulent energy is not sufficiently resolved in those runs, which
is discussed in detail in Section 4.2.

To see the discontinuous increase of the growth rates with
threshold resolution of about 30 cells more clearly, we plot the
growth rates as a function of Reynolds number in Figure 10.
For computing the Reynolds number, we assumed that the
most dissipative wavenumber in the simulation, kη = N/2,
corresponding to two grid cells (similar to Haugen et al. 2004)

Rm ≡
!

kη

kJ

"4/3

∝ N4/3 , (11)

with the number of grid cells per Jeans length N. Note the strong
increase in the growth rate for Rm ! 40 in Figure 10. For
Rm " 40, the increase in the growth rate can be approximated
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•  The turbulent dynamo appears to be 

effective at boosting the magnetic field 
in during gravitational collapse 
(Schleicher et al. 2010; Sur et al. 2010) 

•  Seems consistent with the Kazanstev 
theorem 

•  Bad news: to capture the turbulence 
driven by gravity (and thus dynamo 
amplification), requires > 64 cells per 
Jeans length! 

•  Field should continue to grow until it 
reaches equipartition with the 
turbulence



So how do we bring all this 
together

• I think we need Stacy-like 3D simulations, but with 
better physics (closer to the Hirano-approach, but 
3D)

• We need to include the magnetic field
• We need to make sure these results are 

numerically converged!
• Build a subgrid model of what (statistically 

speaking) happens in halos when they are exposed 
to different environments

• From this, we can do >1Mpc (co-moving) boxes of 
the early universe



Radiative transfer: novel 
techniques for thorny problems

Integration along ray & interaction with gas
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SIMPLEX:  Paardekooper et al. 2010 A&A 515, A79 (2010)

Fig. 4. Two-dimensional examples of the three modes of transport with which photons are transported from one grid point to another. Red arrows
indicate incoming photons, blue arrows outgoing photons. Transport in case of a scattering process is shown on the left hand side. Incoming
radiation loses all memory of the initial direction and is sent to all neighbours of the vertex. Ballistic transport is shown in the centre plot. The
photons are redistributed to the 2 most straightforward neighbours of the vertex, with respect to the Delaunay edge of the incoming photons. On
the right hand side direction conserving transport is shown. The photons are redistributed to the 2 most straightforward neighbours with respect to
the Delaunay edge that is associated with the direction bin the incoming photons are in. The outgoing photons stay in the same direction bin and
have thus a memory of their original direction.

these photons are isotropically redistributed to all neighbouring
vertices, as depicted on the left hand side of Fig. 4. This type
of transport does not increase the number of computations in-
volved, SIMPLEX is therefore ideally suited to simulate scatter-
ing processes.

For the application to ionising radiation it is straightforward
to include the diffuse radiation from recombining atoms in the
simulation. Hydrogen ions that capture an electron directly to
the n = 1 state emit photons capable of ionising other atoms.
Most radiative transfer methods do not include this radiation but
instead adopt the on-the-spot approximation (e.g. Osterbrock &
Ferland 2006), assuming these photons to be absorbed close to
the emitting atom (see also Sect. 4.2). Even though the validity
of this approach is not well established (Ritzerveld 2005) we
will use the on-the-spot approximation for all the tests presented
in this paper, in order to make a clean comparison between our
results and the analytic solution or the results of other codes that
all use the on-the-spot approximation.

2.2.2. Ballistic transport

The Nout photons in Eq. (18) that are not interacting at a
grid point should continue travelling in their original direction.
However, on the unstructured grid there is no outgoing Delaunay
edge in the same direction as the incoming edge. This is solved
by splitting the photon packets into p equal parts and dividing
these packets among the p most straightforward neighbours with
respect to their incoming direction. The total number of photons
is conserved in this process. Tests indicate that if we choose p
equal to the dimension of the problem d, the solid angle that is
represented by one Delaunay edge of the emitting vertex is best
preserved. In other words, a source that sends out photons in all
directions will fill the entire “sky” with radiation. However, on
the unstructured grid it might be the case that one of the most
straightforward neighbours lies outside a cone of 90 degrees.
To prevent photons form travelling backwards, we exclude those
neighbours. In Fig. 4 the centre plot shows an example of ballis-
tic transport.

The advantage of this transport scheme is that the most
straightforward directions have to be calculated only once, at

the start of the simulation. As long as the grid doesn’t change
these directions do not have to be recalculated. One important
disadvantage of this transport scheme is that there is no memory
of the original direction of the photons. At every interaction the
outgoing direction was computed from the incoming direction
in that step, so deflections from the original direction can add
up, causing numerical diffusion to dominate after approximately
5 interactions (KPCI09). As long as the mean free path of pho-
tons is smaller than 5 Delaunay edges, this numerical diffusion
has no influence on the results, since photons will be interacting
with the medium before the diffusion becomes dominant. This
means that during the grid calculation we have to be careful that
the interaction coefficient c in Eq. (12) is close to one or larger.
However, this may lead to too severe constraints on the num-
ber of grid points that can be placed in optically thin regions.
Therefore, a different type of transport can be employed in opti-
cally thin media.

2.2.3. Direction conserving transport

If the interaction coefficient c in Eq. (12) is smaller than one,
it is no longer sufficient to determine the direction of the pho-
tons from the direction in the previous step, but a memory of the
initial direction of the photon is needed. If every photon would
remember its initial direction and at every interaction point the
next interaction point would have to be calculated from this di-
rection, the computation time in optically thin regions would
grow unacceptably. Instead, the original direction is preserved
by confining photons to solid angles corresponding to global di-
rections in space. Unless interacting with the grid, photons stay
in the same solid angle as they travel along the grid. Even though
the direction of the photons is now decoupled from the grid, the
photons still travel along the edges of the triangulation in the
same manner as during ballistic transport. Direction conserving
transport is shown on the right hand side of Fig. 4.

Since photons still travel along the edges of the triangulation,
the photon path deviates from an exact straight line in which
the photons should be travelling, see Fig. 5. Even though the
direction of the photons is preserved, their paths are longer than
physically possible. In other words, photons travel slower than
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